
Spring 2018, Text Mining 

Homework assignment 2. 

Due March 13, 11:59 pm.  

In this assignment you will experiment with the NLTK classification tools. If you want to use the tools 

that are not implemented as part of NLTK (for example, Neural Nets) but provide the machinery that 

you want to try using, here are several links that you can explore:  

• PyTorch: an open source machine learning library for Python, based upon Torch, used for 

applications such as natural language processing. 

o http://pytorch.org/ 

o https://github.com/pytorch/pytorch 

• Stanford CoreNLP: the tool itself is written in Java but there are several Python wrappers written 

for this tool: 

o https://stanfordnlp.github.io/CoreNLP/other-languages.html#python 

• Scikit-learn: Machine learning in Python:  

o http://scikit-learn.org/stable/ 

• Google TensorFlow  

o https://opensource.google.com/projects/tensorflow 

 

For this assignment choose one of the two classification problems: 

• Topic Classification 

• Sentiment classification 

If you want to complete both topic and sentiment classification you are very welcome to do it. 

 

Data 

For topic classification, you can either choose of the existing text data collections that are stored as part 

of NLTK: 

• Reuters-21578: https://github.com/fergiemcdowall/reuters-21578-json 

Out of all the documents keep only those that have a topic (or a set of topics) assigned:  

http://pytorch.org/
https://github.com/pytorch/pytorch
https://stanfordnlp.github.io/CoreNLP/other-languages.html#python
http://scikit-learn.org/stable/
https://opensource.google.com/projects/tensorflow
https://github.com/fergiemcdowall/reuters-21578-json


 

 

If you want, for your experiment you can keep only one label per document.  

For sentiment classification choose one of the Julian McAuley's Amazon product datasets. Whatever 

product category you choose, make sure that this category has at least than 20,000 reviews. If it has 

more reviews you can trip your data set and keep only 25,000 reviews. All the reviews has the “overall:” 

field that have a product start rating assigned for each review. All the products are rated on the scale 

1..5. Assign the products with the rating 1 – 2 to class bad, products with rating 3 to class neutral, and 

products with rating 4 – 5 to class good.  

Experiments 

This assignment is a classic classification (categorization) experiments where a document D should be 

assigned to class C.  

All the documents in the above datasets a manually labeled and assigned to one or more categories 

("ground truth" or "gold standard" labels).  

Break the dataset with which you work into three parts: training, development, test. 

When you report experimental results, if your values are in the range 0-100, only provide 1 decimal 

point of precision in your measurements (e.g., 96.1); if your values are in the range 0-1, only provide 3 

decimal points of precision in your measurements (e.g., 0.961). Greater accuracy is unnecessary for this 

task. 

Note that when reporting Precision, Recall and F-measure for your experiment.  

Learning Algorithms 

Conduct your experiments with the following two learning algorithms: 

Multinomial Naive Bayes: Bayes/Multinomial Naïve Bayes (there are not multinomial NB examples in the 

NLTK text book, you can find the NLTK multinomial Naïve Bayes explanation here: 

http://www.nltk.org/api/nltk.classify.html) 

A linear version of SVM (explanation can be found here: http://www.nltk.org/api/nltk.classify.html). 

http://cseweb.ucsd.edu/~jmcauley/
http://jmcauley.ucsd.edu/data/amazon/
http://www.nltk.org/api/nltk.classify.html
http://www.nltk.org/api/nltk.classify.html


• Baseline 

Use the following baseline: terms, frequency threshold=10, all features 

If this baseline is too big to be handled by your machine, you can reduce its size, for example, by keeping 

just 500 features for each class. If you prune your baseline feature set, be sure to discuss this in your 

report. 

Test your baseline representations using Multinomial Naive Bayes and SVM. Report Precision, Recall and 

F-measure (for the positive categories) obtained with each baseline representation. 

• Feature selection 

Test the effects of different numbers of features in baseline. Try five different sizes (numbers of 

features). Test these new representations using the datasets and learning algorithms tested in the 

baseline experiment. 

• Your Representations 

Develop and test two custom representations of your own design for your dataset.  

• Evaluation 

Given that for this exercise you will work with more than 2 classes, use the macro-averaging for 

evaluation 

 

What to Turn In 

As part of your submission, within your .ipynb submission file submit the evaluation results which you 

achieve so that while running your python notebooks these results could be replicated.  

Grade distribution:  

15 points – Execution: Each notebook cell must run without error or warning. 

15 points – Evaluation results (which can be replicated). 

10 points – New features that are used beyond the baseline features 

5 points – Instructor’s Discretion: Is the code well written and documented? Are the responses 

particularly thoughtful or insightful?  

 


